
 

 

Centralized Logging: Best Practices 

What is Centralized Logging? 

First introduced in Qlik Sense September 2017, Centralized Logging is a service of Qlik Sense 

Enterprise which provides the ability to persist log information to a PostgreSQL database as well as 

log files on disk. Later releases (Qlik Sense November 2018+) of Centralized Logging add additional 

capabilities like the ability to persist Windows level logs or Windows performance counters to the 

Centralized Logging Database.  

 

(taken from https://help.qlik.com/en-

US/sense/November2018/Subsystems/PlanningQlikSenseDeployments/Content/Sense_Deployment/Server-Logging.htm) 

 Since use of Centralized Logging is optional, careful consideration of the intended consumption of 

this information as well as enacting guardrails on the amount of data retained in this database 

should be done. 
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Configuration Options for Centralized Logging 

During the installation process, if opting to configure Centralized Logging, the will need to specify 

the passwords for the two accounts used by Centralized Logging in PostgreSQL: 

              

 

In order to be adaptable to a least privilege security model, Centralized Logging will use two 

different accounts (qlogs_writer, qlogs_reader) for the distinct purposes of reading and writing to the 

underlying PostgreSQL database. 

If opting to not configure Centralized Logging during the installation process, then an administrator 

can configure the component afterwards. On the Central node, open a command prompt with 

administrator rights and issue the following command: 



• "C:\Program Files\Qlik\Sense\Logging"\Qlik.Logging.Service.exe setup --
hostname FQDNofTheDatabase --port 4432 --postgres_user postgres --
postgres_pswd PostgresUserPassword --writer_pswd IntendedWritePassword --
reader_pswd ReaderWritePassword 

o Note: If your password for any of these accounts has special characters, you may 
need to wrap the password in double quotes. Example --postgres_pswd 
"p@$$\/\/0rd". Strictly speaking the special characters for Windows command line 
are <, >, |, &, and ^. But wrapping the passwords in double quotes will eliminate any 
confusion here. 

o Note: This was written assuming a default installation path. You may need to adjust 
the path from "C:\Program Files\Qlik\Sense\Logging"\ to your installation path. 

o For an exhaustive outline for the parameters which are possible, please refer to the 
online documentation for the Qlik Logging Service (https://help.qlik.com/en-
US/sense/November2018/Subsystems/PlanningQlikSenseDeployments/Content/Se
nse_Deployment/Qlik-Logging-Service.htm).  

 
 
 
 
 
This command will issue the necessary PostgreSQL queries to create the associated accounts, 
databases, and supplementary structures for Centralized Logging. 

The Qlik.Logging.Service.exe process will print a success or failure message, like so: 

 

For the failure, we have specified an invalid hostname (localhost1) 

In order for Centralized Logging to reliably store information, the Qlik Logging Service will need to 

start approximately when the Qlik Sense Repository Service starts, so if configuring after 

installation, restart the Qlik Sense Repository Service to ensure success. 
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Placing guardrails on Centralized Logging 

Once you have received a success using the setup argument, the administrator will need to issue 

another command to configure the service itself. If deployed to a multi-node environment, this 

command will need to be run on all nodes in the cluster, including the Central node. At this stage, 

the administrator will need to consider the volume of data which they want to preserve using this 

service. The key parameters which we will outline are: 

• --archive_age or -a: Sets value for archive age. The value is specified in days. 

• --purge_age or -q: Sets value for purge age. The value is specified in days. 

o Note: Purging only occurs on log entries which have been archived. 

• --maximum_db_size_in_gb or -s: Sets value for maximum database size. The value is 

specified in GB. A value less than two (2) disables the functionality that limits the database size. 

The default values for these parameters have been tuned release over release in Qlik Sense: 

Release Archive Age Purge Age 

June 2017-September 2017 60 365 

November 2017-November 2018 30 60 

February 2019 7 14 

 

As an example, if an administrator initially configured Centralized Logging on Qlik Sense September 

2017 and has upgraded to November 2018, the default value will be 30/60 as the defaults are not 

altered on upgrade. Likewise, if an administrator has specified lower than default values, these too 

will not be altered on upgrade. 

Since Centralized Logging is intended as a compliment to file logging, very few deployments will 

want to retain a complete history of activities which are stored in the Logging database. To aid this 

decision, a series of load tests were run to get baselines for the storage requirements for common 

Qlik Sense activities. 



Activity Volume of data (MB) 

10,000 user sessions 994 

10,000 application reloads 330 

 

With these results in mind, we can do back of the envelope calculations for the data volumes used 

on an Enterprise scale deployment over a reasonable timeline: 

((994/10,000) ∗ 1,000 ∗ 30) + ((330/10,000) ∗ 500 ∗ 30) = (3,477 ∗ 1.20)
= 4,172 

(1,000 sessions per day with 500 reloads) 

For raw activity, the administrator can expect ~3.5GB of volume over a 30-day window. Building in 

some overhead for logging due to other ancillary activities (app publishing, duplication, etc), we 

have roughly 4.2GB of volume in that 30-day window. 

Once the administrator has determined the expected data volumes required for Centralized Logging 

over a time horizon which makes sense for the organization, the administrator can run a new series 

of commands to update the Qlik Logging Service with evidence-based values. In our scenario, we 

would run a command like as follows: 

• "C:\Program Files\Qlik\Sense\Logging"\Qlik.Logging.Service.exe update --

hostname localhost --port 4432 --postgres_user postgres --postgres_pswd 

"Password123!" --writer_pswd "Password123!" --reader_pswd "Password123!" -

-archive_age 7 --purge_age 30 --maximum_db_size_in_gb 5 --database_logging 

on 

 

To validate that the settings are present: 

• "C:\Program Files\Qlik\Sense\Logging"\Qlik.Logging.Service.exe validate 
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